Learning to Learn by Gradient Descent with Rebalancing
Introduction
Neural networks, as the name implies, comprise many little neurons. Often, multiple layers of neurons.
How many? Quick googling on the "number of layers" or "number of neurons in a layer" leaves one with
a strong impression that there are no good answers.
The first impression is right. There is a ton of recipes on the web, with the most popular and oftenrepeated rules of thumb boiling down to “keep adding layers until you start to overfit” (Hinton) or “until
the test error does not improve anymore” (Bengio).
Selecting the optimal neural network architecture is, or rather, can be a search problem. There are
techniques to do massive searches. Training a neural network (NN) can be counted as one such
technique, where the search target belongs to the function space defined by both this environment and
this NN architecture. The latter includes a certain (and fixed) number of layers and number of neurons
per each layer. The question then is, would it be possible to use a neural network to search for the
optimal NN architecture? To search for it in the entire NN domain, defined only and exclusively by the
given environment?

Ignoratio elenchi
Aggregating multiple neural networks into one (super) architecture comes with a certain number of
tradeoffs and risks including the one that is called ignoratio elenchi – missing the point.
Indeed, a super net (Figure 1) would likely have its own neurons and
layers (including hidden ones), and activation functions. (Even a very
cursory acquaintance with neural networks would allow one to draw
this conclusion.) Which means that training this super net would
inexorably have an effect of training its own internal “wiring” –
instead of, or maybe at the expense of, helping to select the best NN
– for instance, one of the 9 shown in Figure 1. And that would be
missing the point, big time.
Fig. 1. Super network that combines 9 neural nets to generate 4 (green) outputs

The primary goal remains: not to train super-network per se but rather to use it to search the vast NN
domain for an optimal architecture. This text describes one solution to circumvent the aforementioned
ignoratio elenchi.
I call it a Weighted Mixer (Figure 2):
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Fig. 2. Weighted sum of NN outputs

Essentially, a weighted mixer, or WM, is an ℝn  ℝm function that is a weighted sum of the contained
ℝn  ℝm neural nets, with a couple important distinctions. First, sum of the weights applied to each
individual j-th output (where 1 <= j <= m) must be equal 1 (and all the weights must be non-negative).
Secondly, the mixer, being a neural net itself, totally lacks its own hidden layers and employs identity
activation function to avoid introducing any extra non-linearity (Figure 2).
Source code for the weighted mixer can be found on github, along
with running instructions.
There are currently two different flavors that carry out updates on
the “mixing” weights: one that is relying on gradient descent, and
another that isn’t.
At this point I’m going to show one log snippet that will probably kill all of the suspense (see Figure 3).
There’s a number of NN architectures, with the sizes and numbers of hidden layer ranging from 16 to 56
and from 1 to 3, respectively. Each network is tasked with the same problem – to approximate a certain
complex non-linear (and not even polynomial) ℝ16  ℝ16 transformation. The arrays in the square
brackets are weights that the WM assigns to each of the 16 outputs of each neural net that it comprises
(and drives through the training):

Fig. 3. Mixing weights assigned to the “racing” NNs after the first 100,000 iterations
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Figure 3 above reflects the (weighted) state of things after the first 100K training examples. In particular,
it shows that the (32, 2) network had already dropped out of the race.
The end game looks as follows (Figure 4):

Fig. 4. The respective weights after 1.6M iterations

The winner here happens to be the (56, 2) network, with the (48, 2) NN coming close second. As an
aside, this result, and the fact that, indeed, the 56-neurons-2-layers architecture converges faster and
produces better MSE in tests, can be separately confirmed by running each of the 18 NNs in isolation…

Background: Related Work
Quoting one of the most recent research papers on meta-learning and meta-optimizing:
The idea of using learning to learn or meta-learning to acquire
knowledge or inductive biases has a long history (*).
(*) Learning to learn by gradient descent by gradient descent, by
Andrychowicz et al.
This history goes back to the late 1980s and early 1990s, and includes a number of very fine algorithms
that, for instance, are capable of learning to learn without gradient descent by gradient descent.
It should be expected that meta-learning, in general, and metalearning in the ML context, in particular, encourages recursive
phrasing of the sort that sounds like “she knowns that I know that
she knows”
The cited Andrychowicz et al. paper (*) introduces an alternative approach of using a 2-layer LSTM to
compute the weights for a given (and fixed) NN architecture denoted as f in the figure (Figure 5).

Fig. 5. Andrychowicz et al.: one step of an LSTM optimizer. All LSTMs have shared parameters, but
separate hidden states
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Specifically, this super-network serves one separate LSTM for each computed weight 𝚯𝒋 of the original
f, with an input that combines:
a) its own recurrent state at (t – 1), and
b) the f’s own gradient at 𝚯𝒋 at time t.
And, with a loss function that is the f’s own loss/cost.
Generally, if there’s enough training data and if the cost/loss as a
(hopefully, convex) function of the output is defined as well, one
can start using any of the existing and quite numerous supervised
learning methods – to minimize this loss. Including neural
networks, of course.
When the cost happens to be the original cost function of the original NN optimizee, the corresponding
optimization may as well lead – if converges! – to finding the optimal weights 𝚯𝒋 for the latter. Which,
according to the authors, is exactly what happens.
There are certain binding assumptions, however. In fact, any meta-learning research you can find today
will inevitably have limitations. Some of those may be specific to design choices - for instance, given that
the scales of 𝚯𝒋 gradients (see Figure 5) may differ by orders of magnitude, processing such gradients
amounts to working with “raw” training data – data that is non-standardized and possibly not even
standardizable, let alone normalizable. Which is, generally, a bad idea.
Size, on the other hand, is a pervasive problem – common for all existing and future machine learning
techniques. In a given network with n neurons per layer the number of weight variables grows as
O(num-layers * n2), thus creating the motivation not to have the layers fully connected, which in turn
leads to n*2n connectivity choices for each layer, etc.
Neural networks that are not fully connected have many names. In
the previous blog, I used the terms “limited” and “naïve”, to
describe and compare specific RNN architectures. There’s also the
term “local receptive field” or, simply, receptive field that was
originally inspired by the fact that neurons in the brain are, largely,
locally connected…
To conclude, despite (or maybe due to) its 20-some year history, the field of automated meta-learning
remains today widely open for innovation.

Weighted Mixer
Back to the Figure 2. The WM here is a particular realization of a super network that takes outputs of all
included ℝn  ℝm nets and “mixes” them up, such that
∑𝑘𝑖=1 output 𝑖𝑗 ∗ w𝑖𝑗  output 𝑗
where k is the number of included NNs and 1 <= j <= m is the index of the output neuron.
In the matrix notation, this result would be the diagonal of the product of the m*k matrix combining all
k outputs (computed for a given common input), and the k*m matrix with m vectors of the associated
mixing weights (one vector per each output neuron).
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Without sacrificing generality, Figure 2 above illustrates the three-NNs case and, more importantly,
shows additional types of constraints:
∑𝑘𝑖=1 w𝑖𝑗 = 1

[1]

w𝑖𝑗 ≥ 0

[2]

Without the type [2] constraint we would have a straightforward case for applying Lagrange multipliers the technique commonly used to resolve optimization problems in presence of equality constraints. This
is hard enough already, and not very popular with neural networks. The [2] constraint adds inequality,
and makes it even harder.
First thing first though: how does this (weighted) mixing of the actual NN outputs relate to the original
objective of finding the best NN architecture? And why “mix” the outputs in the first place?

Rationale and Steps
The following may sound rather obvious. Cost functions, those that are used in any kind of supervised
learning, always reflect some measure of a distance || Y – Ŷ || between the model’s output Y and the
expected output Ŷ. Zero cost always corresponds to Y = Ŷ, for instance. Independently of whether this
|| Y – Ŷ || distance is straight Euclidean, or cross-entropy, or anything in-between, it tends to grow with
the growing difference between any specific output coordinates ||yj – ŷj||. And vice versa, all other
things being equal, a smaller ||yj – ŷj|| for the j-th output produces a better cost.
Consider now a WM that combines 3 networks, and a single output neuron that at time (t – 1) is
assigned the mixing weights w1j, w2j, and w3j, respectively (Figure 6). Let’s also assume that, as far as the
j-th output, the corresponding “costs” are ordered from 1 (the best and the lowest) to 3 (the worst), as
shown on the left side of the picture:

Fig. 6. WM: update intuition

Fast forward one training iteration (or one mini-batch). Let’s say that the 2nd network has somehow
managed to improve its j-th output relative to the others (Figure 6).
It is intuitively clear that at this point the WM’s own cost-optimizing step would have to reduce the first
network’s weight w1j, and increase the one associated with the second. Which would make the resulting
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weighted sum Y(t) of k vectors in the m-dimensional space draw closer to the target Ŷ(t), minimizing
the || Y – Ŷ || distance and ultimately, converging.
To that end, one WM implementation that I currently have, first performs generic gradient descent step
(via its NeuNetwork base and its performance-optimizing RMSprop and ADAM algorithms), followed by
weight normalization (normalizeNegative) and rebalancing (rebalancePositive) steps, to ensure that
the GD-updated weights stay non-negative and sum-up to 1 (Figure 7):

Fig. 7. WM: updating the weights

The process can be visualized as a two-step sequence: step  – in the direction opposite to the cost
function gradients, to bring down the cost, followed by step  – back onto the contours defined by
∑𝑘𝑖=1 w𝑖𝑗 = 1 for each output neuron (Figure 8):

Fig. 8. WM: two-step dance
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Further, since the WM’s weights are forced to remain inside the [0, 1] interval, each weight wij can be
interpreted as the probability of selecting the i-th network for its j-th output. The WM, therefore,
executes its updates to maximize the chances of choosing the best performing network as far as the j-th
output of the latter – for each network 1 <= i <= k and each output neuron 1 <= j <= m.
The remaining lines inside the Figure 7 ‘if’ clause do the weight-based scoring of the individual network
“performances”, so that the networks with the lowest scores gradually drop out of the “race” (see
Figures 3 and 4 above, and Figure 8 below).

Animated Weights
As far as WM operation at runtime, one can visualize multiple charts with columns dynamically changing
their heights, updating in accordance with the ongoing optimization:

Fig. 8. Weight updates in-progress

In this case, the specific ℝ16  ℝ16 environment function that is getting approximated with all the 18
NNs (above) can be described as log(16 random bits) --> 16 bits. In other words, the system takes in 16
random bits and then tries to “guess” 16 output bits, post-transformation via a natural logarithm.
In the end, after only a few minutes of computation the (56, 2) network is able to correctly predict 117
out of the total of 128 bits (in 8 new testing samples). The closest contender (48, 2) showed 112 correct
bits out of 128.

Not Final Remarks
Today we are getting used to the fact that a given piece of machine learning code is capable to optimize
itself at runtime and learn to resolve a given problem. This does not sound like a miracle anymore, albeit
still makes an impression, at least sometimes.
Applied recursively, there’s now the strong “temptation” to optimize across learners, to automatically
learn to learn. This paper explores just one possible approach, with more questions to follow…
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